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Abstract—Data partitioning induces network transfers and
dominates the cost of stream data analytics. Moreover, partitioning
streaming data for multiple stream queries in the same cluster can
easily saturate the network bandwidth and lead to high end-to-end
latencies.

The goal of this paper is to share the partition operation in
streaming workloads and maximize the sharing opportunities for
multiple stream queries. However, there are several challenges,
such as minimizing data copy, optimizing the partitioning strategy
for multiple queries, and minimizing latency.

We propose SASPAR, Shared Adaptive Stream Partitioner,
which is able to share data partitioning among multiple stream
queries. Our contributions are threefold. First, we propose a
new technique to optimize the partitioning strategy for multiple
stream queries. Second, we present an adaptive query execution
framework that performs optimizations at run-time, without
stopping the query execution plan. Third, we utilize meta-heuristics
and machine learning when solving the underlying optimization
problem takes more time than expected.

SASPAR is designed as a versatile layer to sit on top of a
stream processing engine (SPE). We operate SASPAR on top of
three state-of-the-art SPEs with hundreds of stream queries. Our
experimental results show that SASPAR improves the performance
(throughput and latency) of all underlying SPEs by up to 3x.

Index Terms—Stream processing, shared data partitioning

I. INTRODUCTION

Stream processing engines (SPEs) process continuous queries
on real-time data, which are series of events over time [1]. Exam-
ples of such events are sensor readings, user activity on a website
and financial trades [2]. Apache Spark Streaming [3], Apache
Storm [4], and Apache Flink [5] are example open-source SPEs
that have achieved wide-spread use to process streaming data.

#### Streams ####
PURCHASES(userID, gemPackID, price, ts)
ADS(userID, gemPackID, ts)

#### Q1: Windowed Aggregation Query ####
SELECT SUM(price)
FROM PURCHASES [Range r, Slide s]
GROUP BY gemPackID

#### Q2: Windowed Join Query ####
SELECT p.userID, p.gemPackID, p.price
FROM PURCHASES

[Range r, Slide s] as p,ADS [Range r, Slide s] as a
WHERE p.userID = a.userID AND p.gemPackID = a.gemPackID

Listing 1: Stream aggregation and join queries
Data partitioning is a mechanism for redistributing data

so that the data is grouped differently across partitions. In
massively distributed computation, data partitioning is typically
the most expensive operation; therefore, it can lead to serious
performance bottlenecks [6]. For example, state-of-the-art
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distributed SPEs, such as Apache Flink and Apache Spark, are
able to saturate the network bandwidth with a single stream
query [7], [8]. In this case, executing multiple stream queries in
the same network would require even more network resources
because of the partitioning operation.

Query sharing in a distributed environment reduces the
overall runtime of queries significantly [9]–[11]. However,
this reduction applies for queries (or subqueries) having the
same partitioning operator. In other words, sharing partitioning
operation is possible only for queries having the same partitioner.
For example, in the TPC-H benchmark, the lineitem table,
which is one of the largest tables in terms of cardinality,
is shared among 15 queries. However, the lineitem data
source is partitioned differently among these queries. For
example, a possible query plan for Q1 partitions lineitem
w.r.t. l_returnflag + l_linestatus and for Q2 w.r.t.
l_orderkey. Because partitioning schemes are different,
query sharing among queries becomes challenging.

The goal of this paper is to develop algorithms to efficiently
share the partitioning operation among stream queries. The
intuition is that sharing data and resources efficiently among
multiple stream queries leads to overall better performance [12],
[13]. However, existing sharing approaches lack sharing one
of the most computationally expensive operators, the partition
operator. Stream queries including grouped aggregations and/or
equi-joins perform the partitioning operation, which occurs
when data is rearranged between partitions.

A. Partitioning in batch vs. streaming systems
An efficient partitioning strategy in an SPE is necessary

because of the fundamental differences between the implemen-
tation of the partition operator between stream and batch data
processing systems. In stream data processing, network partitions
are pipelined [14], [15]. That is, records are immediately sent
to downstream tasks, with some buffering on the network layer.
The main reason behind pipelining network partitioning is that
materializing data chunks between pipelined tasks increases
end-to-end latency, which contradicts the contract of processing
continuous data in near-real-time. Also, there are no natural
points (in time) where continuous data could be discretized and
materialized. This contrasts with the batch data processing model
where downstream tasks are allowed to read incoming data after
upstream tasks have finished materializing the input data.

B. Data Partitioning Challenges in SPEs
There are three main challenges to achieve an efficient

partition sharing among stream queries. We elaborate on these
challenges below.

Data copy. The first challenge is that data copy in the parti-
tioning operation might be a limiting factor to the overall query
execution plan, especially with low-bandwidth, shared-nothing ar-
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(a) Partitioning tuples in
Q1, which performs
partitioning w.r.t.
gemPackID (the second
field in tuples). The
partitioning function is
f(t)= t.gemPackID % 2.

(b) Partitioning tuples in Q2,
which performs partitioning w.r.t.
userID and gemPackID (first
and second fields in tuples). The
partitioning function is f(t) =
(t.userID+t.gemPackID)% 2

(c) Shared partitioning for tuples in Q1 and Q2. Green tuples
share partitions of both queries; therefore, only single tuple required.
The partitioning function is optimized by the SASPAR optimizer.

(d) Partition graph of tuples
of Q1 (blue) and Q2 (red)

(e) Partition graph of shared tuples
(green), tuples belonging to only
Q1 (blue) and Q2 (red)

Fig. 1: Unshared (Figures 1a, 1b, 1d) vs. shared (Figures 1c, 1e)
partitioning. Q1 and Q2 are borrowed from Listing 1. Note that
we use parallel sources (Purchases Source 1 and Purchases Source
2); therefore, they belong to the same logical source operator.

chitectures. Although queries with a different partitioning strategy
(e.g., GROUP BY field) might share source operators, they per-
form a full copy of the data for partitioning data. For example, in
Figure 1a, Q1, which is taken from Listing 1, partitions data w.r.t.
the gemPackID field. Similarly, in Figure 1b, Q2 partitions data
w.r.t. the userID+gemPackID fields. Because partitioning
fields are different (gemPackID vs. userID+gemPackID),
each tuple is serialized, sent through the network, and deserialized
twice. Figure 1d shows the tuples that each partition (e.g.,
downstream node) receives. As we can see from the figure,
tuples received by Node 1 and Node 2, which belong to Q1,
are exact copies of the ones received by Node 3 and Node 4,

which belong to Q2. As a result, the same data are sent twice.

Partitioning strategy. The second challenge is that the
parameters of the partitioning operation, such as the partitioning
function, cannot be determined at compile-time. This uncertainty
is mainly because of the unpredictable nature (e.g., data rate,
data distribution) of stream data processing. Also, determining
the optimal parameters at run-time might be suboptimal after
some time. Assume that there is some algorithm that calculates
the partition sharing strategy in Figure 1c. If the data distribution
changes after some time, this partitioning strategy might become
inefficient, i.e., there would be only a few or no green (shared)
tuples but only red (tuples of Q1) and blue (tuples of Q2) tuples.

Optimization latency. The third challenge is that optimizing
the partitioning solution for large inputs might require an exces-
sive amount of time. For example, for queries with hundreds of
partitions, key groups, sources (e.g., joins), optimizing the sharing
strategy leads to high optimization latency in our experiments. A
key group indicates the range of keys grouped together. During
execution, each parallel partition is assigned one or more key
groups and processes keys of the respective key groups.

C. Shared Partitioning
We propose Shared Adaptive Stream Partitioning (SASPAR),

to overcome the challenges listed above. Our solution is general
and applicable to any SPE because we build it as a separate
layer that sits on top of the SPE. To overcome the limitations
listed above, we combine mathematical optimization, adaptive
query execution (AQE), with meta-heuristics, and machine
learning (ML) in our solution.

Optimizing the partitioning strategy. To deal with
the excessive data copy challenge, we utilize Mixed Integer
Programming (MIP). We optimize the partitioning strategy and
minimize data copy. For example, instead of executing two
stream queries as shown in Figures 1a and 1b, we execute the
query shown in Figure 1c. Our solution maximizes the amount
of shared tuples (green tuples in Figure 1c) and minimizes data
copy (red and blue tuples in Figure 1c). This leads to better
resource utilization. Note that each green tuple in Figure 1c
reduces data de-/serialization, data copy, and network utilization
by 2x, i.e., instead of two tuples, one blue tuple in Figure 1a
and one read tuple in Figure 1b, we use one green tuple.

Comparing Figures 1d and 1e shows the importance of the
optimization process. Although some tuples are still copied to Q1
and Q2 separately (e.g., [3,2], [1,2]), the overall number of par-
titioned tuples is reduced significantly: 16 tuples in Figure 1d vs.
10 tuples in Figure 1e. With more queries, the sharing potential
and the benefit of optimizing the partitioning strategy increases
even more: minimizing the use of network resources leads to less
partitioning overhead, and results in lower (and better) latency.

Note that SASPAR optimizes the partitioning strategy among
any streaming queries that have the same source. So, if there
are other operators before the partitioning phase (e.g., filter,
projection), SASPAR is able to share these streams.

Adaptive Query Execution (AQE). In order to avoid a
sub-optimal partitioning strategy, we re-optimize our partitioning
strategy at run-time, without stopping the query execution plan.
While performing re-optimization, we guarantee the correctness
of results. We employ special markers that travel throughout
the query execution plan and perform the necessary changes



dynamically. Also, we utilize just-in-time (JIT) compilation
to avoid the extra bookkeeping (e.g., query indexing for each
tuple [10]), increase the performance of query processing, and
reduce the complexity of an SPE.

Integration of heuristics. We show that optimizing the
shared partitioning strategy is an NP-Hard problem. Therefore,
for large workloads closely approximating the optimal
solution might require excessive amounts of optimization time.
Sometimes this latency can be traded off for near-optimal
solutions. Therefore, we utilize a series of heuristics for large
inputs, such as hundreds of stream queries with hundreds of
partitions each. To be more specific, we optimize different
stream sources in parallel, reduce the optimality gap, set an
optimization time budget, reduce the problem to a simpler one
(by uniting some key groups or partitions), and perform hybrid
execution (shared and non-shared execution together).

D. Contributions and Paper Organization
This paper proposes sharing the partitioning operation for

multiple stream queries. To overcome the challenges listed
above, our main contributions are as follows.

1) Optimizing the partitioning strategy: we model minimizing
data copy as a mathematical optimization problem and
calculate an efficient partitioning function.

2) Adaptive query execution: Our solution is dynamic,
performs the necessary changes in the partitioning function
on-the-fly, without stopping the query execution.

3) Integration of meta-heuristics and ML: we use ML and
meta-heuristics to scale our solution to hundreds of stream
queries.

4) Experiments: we perform an extensive experimental evalua-
tion with state-of-the-art streaming engines. We implement
SASPAR on top of AJoin [12], Prompt [16], and vanilla
Apache Flink [5]. Our experiments consist of hundreds of
parallel queries. Our experimental results show that SAS-
PAR improves the performance of all the underlying SPEs.

The rest of the paper is organized as follows. Section II
presents the SASPAR optimizer for calculating the optimal shared
partitioning strategy. Section III introduces our adaptive query ex-
ecution strategy for SASPAR. In Section IV, we present heuristics
to be used with large inputs, such as hundreds of queries. Sec-
tion V reports an experimental evaluation of SASPAR that is built
on top of widely-used SPEs. Section VI discusses related work.

II. PARTITIONING OPTIMIZATION

In this section, we present the first part of SASPAR,
optimizing the partitioning strategy. We utilize the CPLEX MIP
framework [17] to express the partitioning optimization problem
analytically. SASPAR collects statistics periodically. It triggers
the optimizer when the value of the objective function is beyond
the allowed threshold. First, we explain our optimization strategy
in Section II-A. We show that the optimization problem is
NP-hard in Section II-B. Then, we provide a detailed example
in Section II-C.

A. Optimization Model
We define a cost model that represents the end-to-end latency

of an SPE. The cost consists of two main parts: partitioning
and post-partitioning. The latency of the partitioning phase is
affected by the amount of shared tuples. That is, the latency of
the partitioning phase is less when there are more shared tuples.

The latency of the post-partitioning phase is the latency between
a tuple already partitioned and when it is output from the SPE.
Our objective is to minimize the cost, which is the end-to-end
latency (partitioning and post-partitioning phases together). We
utilize key-groups to break the key space into finite chunks and
calculate a mapping between these key groups and partitions.
Below, we introduce our notation and discuss the model.

Table I shows the variables we use in equations and their
definitions. A key group g ∈ G is an atomic unit of key
assignment to partition. In our context, every tuple belongs to
a single key group. So, instead of assigning tuples to partitions,
we assign tuples to key groups and key groups to partitions.
This enables us to reduce the search space. For example, in
Figure 2a there are 8 key groups (G1,G2,...,G8).

We denote a partition and a set of partitions as p and P,
respectively (Table I). Data management systems such as
Apache Flink [18] and PostgreSQL [19] utilize virtual nodes
and consistent hashing [20] to map keys to key groups. As a
result, each partition instance is responsible for some of the key
groups. For example, in Figure 2a there are two virtual nodes for
Partition 1 (P1), two virtual nodes for Partition 2 (P2), and one
virtual node for Partition 3 (P3). All key groups are assigned
to their nearest virtual node in a counter-clockwise direction.

stream(q:n) ∈ S in Table I indicates a stream with ID n
which belongs to query q. For example, we can denote streams
in Listing 1 as stream(Q1, PURCHASES), stream(Q2,
PURCHASES), and stream(Q2, ADS). Note that Q2 in
Listing 1 has a join operator. We assume that join is a binary-
input operator. So, stream(Q2, ADS) and stream(Q2,
PURCHASES) share the same parent operator (join). Given
stream(q:i) (e.g., stream(Q2, PURCHASES)),
stream(q:i)�� denotes the second source (e.g.,
stream(Q2, ADS)), both of which share the same parent
operator (e.g., join). If a parent operator is a single-input operator,
such as aggregation (Q1 in Listing 1), then stream(q:i)��

is null for a given stream source stream(q:i).

Equation 1 shows that a is a binary variable that can be either
0 or 1. The binary variable identifies whether key group g of
stream stream(q:n) (stream source n of query q) belongs
to the partition p. For example, in Figure 2a (non-shared query
execution, before the optimization), key group G2 belongs to
partition P1. However, in Figure 2c (shared execution, after
the optimization), key group G2 belongs to partition P3.

a
p,g
stream(q:n)={0,1},∀ g∈G,∀ stream(q:n)∈S (1)

Equation 2 identifies whether a key group g of stream(q:n)
belongs to only one partition p. In other words, among all
p∈P, only one a

p,g
stream(q:n) can be 1, the rest are all 0.

∑P
pa

p,g
stream(q:n)=1,

∀ g∈G,p∈P,∀ stream(q:n)∈S
(2)

Equation 3 identifies whether stream sources (stream(q:i)
and stream(q:i)��), that are part of the same parent operator
(e.g., join), have the same partitioning scheme. In other words,
mapping between any key groups and partitions must be the
same for both stream sources stream(q:i)�� and stream(q:i).
The intution is that these two stream sources should have the



Variable name Definition
g∈G Key group
p∈P Partition
LatNet Average latency of de-/serializing a tuple and sending via network
LatProc Average latency of processing a tuple after partitioning is performed
LatMem Average latency of sending a tuple to downstream operators via shared memory

Latp ={LatNet,LatMem},
LatNet >LatMem

Coefficient for the amount of data to be partitioned via the network from the source node to partition p. If the source node
and partition p reside on the same node, then Latp equals to LatMem, otherwise LatNet

stream(q:i)∈S A stream source with source id i of query q
stream(q:i)��∈S The second stream source of an operator (e.g., join) that has the first stream source as stream(q:i)
Qs ∈Q Queries that share stream source s

Card
g
stream(q:n)

Cardinality of stream(q:n) (i.e., stream source with id n of query q) within key-group g

SharedWith
g
stream(q:n) Sharing coefficient of stream(q:n) (i.e., stream source with id n of query q) within key-group g.

a
p,g
stream(q:n) ∈{0,1} Boolean variable showing if key group g of stream(q:n) belongs to partition p

TABLE I: Variables and their definitions
same partitioning strategy because they are part of the same
binary-input operator (e.g., join).

a
p,g
stream(q:i)=a

p,g
stream(q:i)��

,

∀ g∈G,∀ p∈P,∀ stream(q:i)∈S,
∀ stream(q:i)��∈S,∀ q∈Q

(3)

Data-sh (data-shared) in Equation 4 identifies the number
of tuples sent to partition p from key group g. If a key group g
of stream(q:n) belongs to a partition p (i.e., value of a

p,g
stream(q:n)

is 1), then Card
g
stream(q:n) (cardinality of stream(q:n) within key

group g) is added to the cost. The cost is the maximum of
cardinalities among all queries. The idea behind the max operator
is that if queries have a common stream source (e.g., stream(q1,
s), stream(q2, s), ..., stream(qn, s)), SASPAR avoids copying data
of each query. Instead, it shares their data; therefore, the overall
cost is proportional to the query having the highest cardinality.

Data-shp,g(s)=max(
a

p,g
stream(q1:s)∗Card

g
stream(q1:s)∗SharedWith

g
stream(q1:s),

a
p,g
stream(q2:s)∗Card

g
stream(q2:s)∗SharedWith

g
stream(q2:s),...,

a
p,g
stream(qn:s)∗Card

g
stream(qn:s))∗SharedWith

g
stream(qn:s))

q1,q2,...,qn∈Qs

(4)

Qs in Equation 4 denotes queries that share stream source s.
For example, Q1 and Q2 in Listing 1 share stream PURCHASES.
Card

g
stream(q:n) shows the cardinality of stream n, which belongs

to query q, within key group g. For example, in Figure 2a, the
cardinality of the PURCHASES stream of Q1 within key group
G1 is 6 (i.e., CardG1

stream(Q1:PURCHASES) = 6).

SharedWith
g
stream(q:n) in Equation 4 shows the sharing

information of query stream(q:n)’s key group g. It shows
how much tuples a group of a given stream query shares with
other key groups of queries. Triangles in Figure 2a indicate
SharedWith for each key group. For example, out of 6
tuples that belong to the key group G1 of Q1, 3 of them belong
to the G1 of Q2 and the other 3 belong to the G8 of Q2.

To calculate the max value among variables X1, X2,..., Xn,
the SASPAR optimizer creates an intermediate variable M and
constraints it to be greater than or equal to the input variables
(Equation 5).

def max(X1,X2,...,Xn) :M≥X1,M≥X2,...,M≥Xn (5)

Data-nsh (data-not-shared) in Equation 6 shows the
number of tuples to be processed after partitioning. Note that,
we use the sum operation here instead of max (see Equation 4).
The reason is that SASPAR does not aim to share all the
query operators; therefore, the downstream operators of the
partition operator are considered to be non-shared. There are

specialized solutions for sharing specific stream operators, such
as filters [21] and joins [12].

Since the sharing focus of SASPAR is different than these
solutions (sharing data partitioning vs. shared data processing), it
can easily be combined with these systems. Operator-level data
sharing systems require to access (1) the original data stream and
(2) to access information about the query each tuple belongs to.
After the shared partitioning phase, SASPAR decomposes shared
data into its unshared version. So, operator-level data sharing
systems would get this data stream as if it were the original data
stream. SASPAR also encodes the information about the query
each tuple belongs to. This information can be forwarded to
operator-level data sharing systems. Thus, conceptually speaking,
SASPAR can be integrated with other data sharing systems.

Data-nshp,g(s)=a
p,g
stream(q1:s)∗Card

g
stream(q1:s)+

a
p,g
stream(q2:s)∗Card

g
stream(q2:s),...,+

a
p,g
stream(qn:s)∗Card

g
stream(qn:s)

q1,q2,...,qn∈Qs

(6)

Equation 7 shows the number of tuples sent to partition p
of s. The result is the sum of tuples sent from each key group.

Data-shp(s)=
∑G

gData-sh
p,g(s) (7)

Equation 8 shows the number of tuples to be processed in
partition p of stream s after partitioning is performed. The
result is the sum of tuples for each key group.

Data-nshp(s)=
∑G

gData-sh
p,g(s) (8)

Equation 9 shows the cost of partitioning stream s. The cost
consists of two main parts. To calculate the first part, we sum
the cardinalities of partitions and multiply the result with the
latency. The second part is the latency of tuples after partitioning.
The main idea is to make the solver aware of the fact that
the processing is not finished after partitioning; therefore, the
optimization phase should target end-to-end optimization. In
fact, the partitioning strategy has an impact on the latency of
post-partition operators (e.g., when skewed partitioning occurs).
Since, SASPAR processes data in parallel partitions, the latency
of the post-partitioning operators is correlated with the partition
receiving the most amount of tuples (max{Cost-nshk(s) :k∈P}).

Cost(s)=

P∑
p

Data-shp(s)∗Latp

︸ ︷︷ ︸
(1)latency of partitioning tuples

+

+max{Data-nshk(s) :k∈P}∗Latp∗LatProc︸ ︷︷ ︸
(2)latency of processing tuples after partitioning

(9)



Latp in Equation 9 is a constant. When sending data between
two partitions that reside on the same node or ones that reside
on different nodes, we set this variable to different constants.
Our assumption is that if a partition operator and its downstream
operator (e.g., windowed aggregation operator) reside on the same
node, then the underlying data processing engine should avoid
copying data (pass data as a read-only reference). For example, in
Figure 2d, the partition operator in Node 3 sends 1

3 of tuples to a
local executor and the rest to remote executors (Node 1, Node 2).

LatProc Equation 9 is a constant and denotes the average
latency of the post-partitioning phase. In other words, it denotes
the latency between the downstream operator of the partitioner
and the sink operators.

The overall cost is shown in Equation 10. We sum the cost for
all stream sources, which might be shared among some queries.
The objective function is to minimize the overall Cost value.

Cost=
S∑
s

Cost(s) (10)

Load balancing. We design the SASPAR optimizer to
enable load balancing and to deal with skewed data. To achieve
this, we make the SASPAR optimizer aware of not only the
partition operator (e.g., optimize Data-sh), but also all
downstream operators (e.g., optimize Data-nsh). Introducing
end-to-end optimization strategy and minimizing end-to-end
latency forces the optimizer to account for not only the data
sharing but also data parallelization opportunities. As a result,
there is no need for an extra load balancing component.

B. Computational Complexity

The optimization problem we developed in Section II-A is
NP-hard. Minimum Makespan Scheduling Problem (MMSP),
which is NP-hard, can be reduced to our optimization problem. In
the MMSP, we are given m machines for scheduling, indexed by
the set M={1,...,m}. These m machines are used to schedule
n jobs, indexed by the set J={1,...,n}. There is a function
p(i,j) that shows the units of time if job j is scheduled on ma-
chine i. Let Ji be the set of jobs scheduled on machine i. Then,
the load of machine i would be li=

∑
j∈Jip(i,j). The max-

imum load, which is lmax=maxi∈Mli, is called the makespan
of the schedule. The objective is to minimize the makespan.

Given an instance of our solution, we can verify our solution
in polynomial time. A solution instance of our problem is a
set of a

p,g
stream(q:n) values that represent the mapping between a

key group g of a stream(q:n) to partition p. To verify the
given solution to our problem, we use Equations 1, 2 and 3,
which run in polynomial time.

There is a polynomial-time reduction from MMSP to the parti-
tioning optimization problem. We substitute m∈M in MMSP with
p∈P (partitions). Also, jobs j∈J in MMSP are substituted by
key groups in SASPAR, g∈G. The function p(i,j) in MMSP
is substituted by the function Data-shp,g + Data-shp,g

(Equations 4 and 6) in Section II-A. Then, the maximum
makespan in SASPAR is Cost(s) (Equation 10). Since
the result of the transformation produces our main objective
equation (Equation 10), the transformation is correct. Also, all
the transformations we applied are polynomial-time. As a result,
the partitioning optimization is an NP-hard problem.

(a) A hash-table for PURCHASES
(Q1), non-shared execution.
Numbers inside rectangles
show the cardinality of tuples
within the particular key group (Gi).

(b) A hash-table for PURCHASES
(Q2), non-shared execution.
Numbers inside circles show
the cardinality of tuples within
the particular key group (Gi).

(c) A hash-table for PURCHASES
(Q2), shared execution.
Rectangles and circles
show the cardinality of tuples
belonging to
Q1 and Q2, respectively.

(d) Partitioning of tuples in Node
3 to remote (Node 1 and Node
2) and local downstream operators.

Fig. 2: Overview of the optimization phase. Figures 2a and 2b
show sample partitioning of tuples for Q1 and Q2 (Listing 1)
separately (non-shared). Figure 2c show a sample shared
partitioning scheme for the same tuples. Gi and Pj represent the
ith key group and jth partition, respectively. Each key group Gi
belongs to the nearest partition or virtual node (Pi) in a counter
clockwise direction.

C. Example
In this section, we provide an example scenario to effectively

show the general idea behind the optimization phase. Figure 2
shows an example of the effects of the optimization phase
on the partitioning strategy. We show the difference between
non-shared partitioning of the PURCHASES stream (Q1 and
Q2 in Listing 1) and shared partitioning.

Figure 2a shows an example consistent hashing table for Q1,
the PURCHASES stream. Data is divided into key groups (G1,
G2, ..., G8). Each key group is assigned to one virtual node
or in this case partition (e.g., P1, P2, or P3). Rectangles show
the cardinality of the PURCHASES stream within the given key
group. For example, six tuples were assigned to key group G1,
which were sent to partition P1.

Similar to Figure 2a, Figure 2b shows an example consistent
hashing table for Q2, PURCHASES stream. Here, the cardinality
of tuples are shown inside circles. Since the partitioning column
is different between Q1 and Q2 (PURCHASES.gemPackID
in Q1 vs.
PURCHASES.gemPackID+PURCHASES.userID in Q2),
the distribution of keys is different between Figures 2a and 2b.

Figure 2c shows an example consistent hashing table for Q1



Fig. 3: Key groups are updated after optimization. Key groups
marked with red are updated by the optimizer. P1 g1:q2∩q3
means that key group g1, which resides in partition P1, shares
data for queries q2 and q3

and Q2 (shared partitioning). Note that some key groups, such
as G1 and G3, in Figure 2c contain both rectangles (tuples of
Q1) and circles (tuples of Q2). Tuples in these key groups are
shared during the partitioning phase. In other words, they are
not copied to separate partitions but sent to the same partition.

The SASPAR optimizer minimizes the cost function
(Equation 10) via re-assigning key groups to partitions. For
example, G4 was assigned to P1 in a non-shared partitioning
strategy (Figure 2a). In a shared partitioning strategy, G4 is
assigned to P3 (Figure 2c). Although the optimizer reduces the
data copy, it does not eliminate it completely. The reason is that
the cost function includes other objectives, such as reducing
the latency after partitioning the data. Otherwise, the optimizer
would partition all the data to the same single partition, which
results in skewed data partitioning. Similarly, in Figure 2c, we
see that some key groups, such as G4 and G5 are not shared.
Instead the optimizer decides to copy data in these key groups;
therefore, they are not shown among shared tuples.

D. Design Space
In this section, we discuss the main design space of the opti-

mization problem. One obvious way to optimize the performance
of multiple stream queries is to replicate their deployment and
optimize the amount of resources each stream query would
utilize. In this case each stream query utilizes required resources
adaptively [22] or a high-level system takes care of efficient
scheduling of stream queries [23]. As long as network bandwidth
is not saturated, replicating stream queries can be considered as a
worthwhile alternative. However, if network bandwidth is limited,
say, due to too many replicated stream queries, then components
of the underlying system can be tailored to become network-
aware [24], which is what we advocate for with our work. Al-
though replicating stream queries and scheduling them adaptively
(w.r.t. their resource usages) is out of the scope of this paper, we
do employ replication of stream queries as part of our heuristics
(cf. Section IV, hybrid execution). Instead of replicating each
stream query, we employ replication to a set of stream queries.

III. ADAPTIVE QUERY EXECUTION

After each invocation of the optimization phase (Section II) at
run-time, the query execution plan adapts to the new partitioning
strategy. We perform the query execution plan change on-the-fly,
without stopping the query. For example, after the optimization
step some key-groups might be assigned to different partitions
(e.g., g2 and g6 in Figure 3) or stay on the same partition and
serve different queries (e.g., g3 in Figure 4). SASPAR employs
five main steps to enable adaptive query execution.

1. Init. In order to change the partitioning strategy, SASPAR
first sends notifications, which are labelled stream tuples, from

source operators to downstream operators ( 1 in Figure 4).
Once downstream operators receive these labelled tuples
(notifications), they apply the actions (e.g., JIT-compile the
given code) that are encoded inside these tuples.

2. Sync. point. Downstream operators must receive all
possible notifications in order to perform next steps. Each
downstream operator keeps information about the number of
physical source operators available. Since only source operators
send notifications to downstream operators, each downstream
operator is able to detect if it received all possible notifications.

Notifications include watermarks. A watermark is basically a
timestamp [25] that helps SPEs to deal with lateness. It is a thresh-
old to specify how long an SPE waits for late tuples. If an arriving
tuple remains within the watermark, it gets used to update a query.
So, a stream operator understands that it is not going to see any
tuples older than that timestamp, when it receives a watermark.

Downstream operators of the partition operator utilize
watermarks to decide which tuples are safe to emit. Once all
the notification tuples are received from the upstream operators,
the downstream operators emit tuples with a smaller timestamp

field than the watermarks, if any ( 2 in Figure 4).

3. JIT-Operator. Once the downstream operator emitted the
safe tuples, it is time to update the operators executing on each
partition. The idea is to avoid embedding query information in
each tuple [10]. Instead, SASPAR updates the operators in each
partition. The computation logic of the downstream operator of
the partition operator (e.g., windowed aggregation operator) are
changed via JIT compilation. For example, in Figure 3 before the
optimization, only q1 is executed on the tuples of the key group
g3. However, after the optimization both q1 and q2 are applied

to the same input data via JIT compilation ( 3 in Figure 4). The
logic of the JIT code is embedded inside the notification tuples.

4. JIT-Iterator. In order to support iterative algorithms, SPEs
employ a special iteration operator. Based on a given condition,
iterators forward a given tuple to different downstream operators.
By default, SASPAR injects a dummy (forward all data to
the downstream operator) iterator operator as a downstream
operator of the partition operator. The main purpose of these
iterators is that their logic are changed at run-time.

In this step, the logic of iterators are altered via JIT so that
all tuples that are affected by the partition change are sent back
to the source operator and re-partitioned again. This step plays a

guard role to prevent incorrect results. In Step 4 of Figure III,
we perform JIT compilation on these iterator operators in order to
send data tuples, which require re-partitioning, back to the source
operator. For example, the key group g6 which belonged to
partition P3, changes to be in partition P1. In order to guarantee
the correctness of the results, we must re-send all intermediate re-
sults of q2 (e.g., all tuples inside the window, if the window was
not closed) back to the source operator. Afterwards, these tuples

will be re-partitioned to the correct partition ( 5 in Figure 4).

5. Finalize. In the previous step, when the iterator is
JIT-compiled, besides the tuples, notification tuples are also
sent back to the source operators and re-partitioned again. Once
these notification tuples are received at the iterator operators for
the second time, they update the logic of the iterator operator



Fig. 4: Example scenario for updating query execution plan on-the-fly

to its default version: to forward all the tuples to downstream

operators, without any check ( 5 in Figure 4).

A. Implementation Details & Fault Tolerance

// Interface that applies a given function
to a group of tuples inside a window

@Public
public interface

WindowFunction<IN, OUT, KEY, W extends
Window> extends Function, Serializable {
void apply(KEY

key, W window, Iterable<IN> input,
Collector<OUT> out) throws Exception;

}
// Interface

that calculates key for a given tuple
@Public
@FunctionalInterface
public interface KeySelector<IN,

KEY> extends Function, Serializable {
KEY getKey(IN value) throws Exception;

}

Listing 2: Base interfaces for Flink’s window and key selector
functions

Listing 2 shows Flink’s base interfaces for window function
operator and key selector (the partition operator). Similar
interfaces exists in Apache Spark as well. We generate code
that extends from these base interfaces of the underlying SPEs.
For example, the generated partitioner class for Flink overrides
the apply method of the parent class. We use the Janino
compiler to JIT compile the generated code [26]. The reason
behind our choice is that Janino is lightweight, and it is able to
compile a Java expression, a block, a class body file in memory,
load the bytecode, and execute it directly in the same JVM.
Since SASPAR is a layer on top of SPEs, it relies on the fault
tolerance semantics of the underlying systems. If the underlying
SPE guarantees fault tolerance (e.g., supports exactly-once
semantics), then its SASPARed version will be fault tolerant.
The reason is that SASPAR avoids to touch the internals of
underlying SPEs and modifies the flow of data via higher-level
classes (generates and JIT compiles them). These modifications
are transparent to the underlying SPE’s core engine.

IV. HEURISTICS AND ML INTEGRATION

The optimization challenge, mentioned in Section 2, is
NP-Hard. Therefore, performance of the MIP model cannot
scale linearly with the size of the problem. SASPAR employs
heuristics and machine learning models to work with large
workloads, such as hundreds of queries, partitions, and key
groups. The idea is to sacrifice calculating more optimal results
in favor of obtaining sub-optimal results.

Optimize streams in parallel. The MIP model, we
developed in Section II, is designed in a way that it can optimize
stream sources in parallel. For example, Equation 10 calculates

Fig. 5: Heuristics used in SASPAR to reduce the runtime of
the optimizer: (1) Optimize streams in parallel, (2) reduce
the optimality gap, (3) set timeout, (4) merge key groups, (5)
tree-optimization, (6) hybrid execution, and (7) merge partitions

the sum of each stream’s cost. SASPAR performs the cost
calculation for each stream in Equation 10 in parallel. In other
words, minimizing the Cost function in Equation 10, equals to
minimizing the cost of each stream separately, in parallel. In some
cases, it is not possible to parallelize computation for each. Then,
SASPAR optimizes two stream sources in a single MIP optimizer
invocation. This happens for join queries (Equations 4, 6), where
partitioning of one stream source affects the partitioning of the

other source. For example, in Figure 5 1 , there are 4 stream
sources, S1, S2, S3, and S4. SASPAR triggers 3 instances
of the MIP solver: for S1, for S2, S3 (these two sources are
part of the same binary-input stream operator), and for S4.

Reduce the optimality gap. The optimizer keeps two, the
lower and upper objective bound, of the incumbent objective
value during the execution. The difference between these bounds
are referred as the optimality gap. There are two main optimality
gap tolerances in MIP solvers: a relative MIP gap tolerance that is
commonly used, and an absolute MIP gap tolerance. The latter is
appropriate when the expected optimal objective function is very



small in magnitude. Since this condition does not hold for our
objective function, SASPAR uses the relative gap tolerance. The
optimizer will stop execution when it finds a feasible solution

with the given optimality range. As shown in Figure 5 2 ,
the optimality gap is updated to a lower precision, since in our
scenario, we do not necessarily require the most accurate solution.

Set time budget. In order to avoid a long optimization
run-time, we set a timeout for the MIP solver. The time limit
for the MIP solver applies to the sum of all its steps, such
as preprocessing, crossover, and internal calls. As shown in

Figure 5 3 , once the time limit is reached, the MIP solver
outputs the best (possibly suboptimal) result up to that point.

Merge key groups. The number of key groups affect the
runtime of the SASPAR optimizer. The reason is that the max
operator in Equations 4 and 9 creates many intermediate variables
(Equation 5). As the number of key groups and partitions increase,
the search space of the optimizer increases non-linearly. There-
fore, we merge several key groups into one key group and reduce

the overall number of key groups. For example, in Figure 5 4 ,
there are originally 16 key groups (left hand side). Then, some
key groups are merged; as a result, a new grouping is formed with
8 key groups. In order to merge two key groups, SASPAR merges
statistics, such as cardinality information, of both key groups.

Tree-optimization. As the number of queries increases (in
our workloads with more than 8 queries), initially SASPAR
opts for optimizing queries in parallel and merging results. First,
each optimizer instance (leaf nodes in tree) receives two queries
and outputs the resulting partitioning strategy. Then, the next
optimizer instance receives the two partitioning strategies from
the upstream optimizers, treats them as the partitioning strategy
of a single query, and optimizes. For example, in Figure 5

5 , the partitioning strategies of Q1, Q2 and Q3, Q3 are
optimized in parallel. Then, the resulting two partitioning
strategies are given as an input to the optimizer again.

Hybrid execution. With a large number of queries (in our
workloads with more than 32), SASPAR decides to switch to
hybrid execution: it performs shared and non-shared executution
together. In this case, similar queries (e.g., the ones having
similar number of partitions and key groups) are grouped
together and optimized separately. For example, in Figure 5

6 there are four input queries (Q1, Q2, Q3, Q4). The
SASPAR optimizer decides to arrange queries Q1,Q2 and
Q3,Q4 into two groups and optimizes them separately. In other
words, Q1,Q2 and Q3,Q4 are executed in a shared mode
within the group, but in a non-shared mode between groups.

Merge partitions. As mentioned above, the number of
partitions affects the performance of the SASPAR optimizer. As
the number of partitions increases, the runtime of the SASPAR
optimizer increases non-linearly. Merging many partitions into
one partition and limiting the number of partitions (similar to
merging key groups) would not solve the problem. The
reason is that once we limit the number of partitions, some
of the downstream partitions will stop getting data, which will
result in inefficient resource utilization. In order to resolve this
challenge, first SASPAR creates logical partitions, which
are groups of partitions merged together. Since the number of
partitions is reduced after the grouping, SASPAR triggers the
first phase of optimization. Then, it triggers the second phase of

optimization, which calls the optimizer within each logical
partition. For example, in Figure 5 7 , originally (left hand side
of figure), there are 8 partitions (P1,P2,...,P8). Then, the
optimizer groups partitions together into logical partitions
(e.g., P1+P2⇒P1_P2). Lastly, the optimizer is triggered again
for each logical partition (e.g., P1_P2) because each
logical partition includes one or many physical partitions. For
example, P1_P2 includes two physical partitions: P1_P2_1
and P1_P2_2.

Algorithm 1 Execution of heuristics

Require: iterMax, timeout, optGap, numKeyGroups,
numPartitions, numNodes

1: Optimize streams in parallel() � // (1)
2: while ((iterMax−−) > 0) do
3: Set optimality gap(optGap) � // (2)
4: Set timeout(timeout) � // (3)
5: if (res = ExecOptimizer()) then
6: return res
7: optGap ← optGap * 2
8: keyGroupSize ← max(keyGroupSize/2, numPartitions)
9: Merge key groups() � // (4)

10: if (res = ExecOptimizer()) then
11: return res
12: Merge partitions() � // (7)
13: if (res = ExecOptimizer()) then
14: return res
15: numPartitions ← max(numPartitions/2, numNodes)
16: Tree optimization() � // (5)
17: if (res = ExecOptimizer()) then
18: return res
19: Hybrid execution() � // (6)
20: if (res = ExecOptimizer()) then
21: return res
22: return null

Control flow. Algorithm 1 shows the overall execution plan
of heuristics. The algorithm tries to find a solution in at most
iterMax iterations. Initially, we set the optimality gap and
timeout values (Lines 3-4). We perform these heuristics first
because they enable us to preserve the main variables (e.g., key
group size, partition size) of our model. If there is no feasible
solution found (Lines 5-6), then the optimality gap is increased
(Line 7) and the number of key groups are reduced (Line 8). The
main idea behind applying this heuristic at this point is to reduce
the complexity of the MIP model and still keep other variables
(e.g., partitions) unchanged. If the optimizer cannot find a
feasible solution (Lines 10-11), then we merge partitions (Line
12). Partition merging might result in more suboptimal results
than key merging, because merged partitions are bigger than
merged key groups. Therefore, we perform the partition merging
only after there is no feasible result after merging of key groups.
Next, we perform tree optimization and hybrid execution, which
changes the MIP model more fundamentally – on a query level.

ML. SASPAR periodically samples data, calculates statistics,
and saves them. For example, in order to calculate ShFactor
of Q1, G1 in Figure 2a, SASPAR calculates the distribution of
these six tuples among the key groups of Q2 (3 tuples belong



to Q2, G1 and the remaining 3 belong to Q2, G8). The same
applies for all key groups of all queries. As the number of queries
increases, the space and computation complexity of this process
increases non-linearly. Therefore, we train a machine learning
model during the query execution and use this model to retrieve
the required cardinalities. Here, we trade obtaining accurate
statistics off against lowering computation and space complexity.

SASPAR adopts a random forest that is a supervised machine
learning algorithm and constructs many decision trees during
training [27]. The main reason behind using this model is
simplicity wth less effort for hyperparameter tuning. This model
utilizes six parameters: ID of the source stream, key group of the
source stream, ID of the target stream, key group of the target
stream, percentage of shared tuples, and timestamp. For example,
in Figure 2a, the key group G1 (key group of the source stream)
of Q1’s PURCHASES stream (ID of the source stream) shares
50% of its tuples (percentage of shared tuples) with the key group
G1 (key group of the target stream) of Q2’s PURCHASES stream
(ID of the target stream). We have tried other machine learning
algorithms, such as recurrent neural networks and deep belief
networks. Although these algorithms work well, hyperparameter
tuning for each workload was the main issue.

V. EXPERIMENTS

A. Setup
Our benchmark framework consists of a distributed driver and

six systems under test (SUTs): SASPAR on top of AJoin [12]
(SASPAR+AJoin), SASPAR on top of vanilla Apache Flink
v1.7.2 (SASPAR+Flink), SASPAR on top of Prompt [16] (SAS-
PAR+ Prompt), AJoin, Prompt, and vanilla Apache Flink v.1.7.2
(Flink). AJoin is an SPE optimized to share data and computation
for multiple join queries. Apache Flink is a general-purpose SPE
that is based on a tuple-at-a-time streaming model. Prompt is
based on a micro-batch-based streaming model and is optimized
for performing adaptive data partitioning. Since the main focus
of SASPAR is to share partitioning, we implement SASPAR
on top of vanilla Flink, AJoin, and Prompt, and compare their
performance with their counterparts without SASPAR. Prompt
is not open-source; therefore, we implemented the techniques
explained in the paper on top of Apache Spark [28]. We explain
the details of our implementations throughout this section.

The driver of our benchmark suite generates tuples at
maximum sustainable throughput [7]. We enable the backpressure
feature in all SUTs. This enables SUTs to reduce their pull rate
automatically, if there is backpressure. When an infinite back-
pressure occurs (the event-time latency of each subsequent tuple
increases continuously), it means that the SUT cannot sustain
the given workload. Then, the driver terminates the experiment
and tests the SUT again with a lower query and data throughput.
Throughout all experiments, our main metric is overall data
throughput – the sum of the data throughputs of all running
queries. We conduct all experiments three times and report the
average result. We conduct experiments in an 8-node cluster con-
figuration. Each node features a 16-core Intel Xeon CPU (E5620
2.40GHz) and 48 GB main memory. The nodes are connected by
10 Gbps Ethernet and are synchronized with local NTP servers.

B. Datasets and Workloads
We analyze the performance of the SUTs with three

workloads. The first dataset is TPC-H SF-100, which is also
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Fig. 6: Overall throughput of SUTs with a single query, 2 queries
(2 q), 4 queries (4 q), 8 queries (8 q), and 14 queries (14 q)

used in Prompt evaluations [16]. We adopt the TPC-H workload
to evaluate the performance of our SUTs. Specifically, we use
TPC-H queries Q1, Q3, Q4, Q5, Q6, Q7, Q8, Q9, Q10, Q12,
Q14, Q17, Q18, and Q19. The main intuition behind our choice
of these queries is to select queries that share the same table
(e.g., lineitem) but exhibit different grouping attributes
(e.g., grouping attribute l_returnflag+l_linestatus
in Q1 and l_orderkey in Q3). Similar to the Prompt
workload, in our workloads, Lineitem tracks recent orders,
and TPC-H queries generate summary reports, e.g., Q1: Get
the quantity of each Part-ID ordered over the past 1 hr, with
a sliding-window of 1 min. The second workload is adopted
from AJoin [12], which contains the semantics for query and
data generation. This workload contains up to 500 queries.
The third workload is the Google Cluster Monitoring (GCM)
benchmark [29]. There are two queries in this workload.

C. Experimental Results
Figure 6 shows the overall throughput of all SUTs. The main

goal of this experiment is to compare SUTs with their SASPAR-
ed counterparts (e.g., SASPAR+AJoin vs. AJoin). We perform
experiments with a single query (Q3 from TPC-H), two query
parallelism (Q1, Q3, Q4, Q5 from TPC-H), four query parallelism
(Q1, Q3, Q4, Q5, Q6, Q7, Q8, Q9 from TPC-H), eight query par-
allelism (Q1, Q3, Q4, Q5, Q6, Q7, Q8, Q9, Q10, Q12, Q14, Q17,
Q18, Q19 from TPC-H). One observation is that with single query
workloads, the throughput of SUTs with and without SASPAR
(e.g., SASPAR+Prompt vs. Prompt) remains approximately the
same. This shows that SASPAR does not have an impact on the
performance with single-query workloads. Another observation
is that the throughput of AJoin is higher than other SUTs. The
reason is that AJoin is optimized for minimizing the data copy
specialized for join operations. However, the throughput of
SASPAR+AJoin is higher than AJoin. This means that there was
still room in optimizing AJoin, such as minimizing the data copy.

Another observation from Figure 6 is that the overall
throughput of AJoin, Prompt, and Flink increases and after
some point decreases. For example, the overall throughput of
Prompt increases until 4 q (4 queries), then decreases. The main
reason for increasing the data throughput is that SUTs utilize
their remaining free resources to execute more queries. The
main reason behind the decrease in data throughput is contention
boosts for shared resources with more queries. If SUTs do not
share resources, then the overall performance affects all queries.
That is, SUTs, such as AJoin, Prompt, and Flink, perform full
data-copy of stream sources of all queries. Therefore, the cost of
partitioning data and data copy impacts the overall performance.
In this case, the network becomes the main bottleneck. However,
the throughput of SASPAR-ed SUTs increases with the number
of queries. The reason is that TPC-H queries include shared
sources, such as lineitem, customer, order. Although
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Fig. 7: Average event-time latency of SUTs

in TPC-H queries over shared data sources (e.g., lineitem)
are partitioned w.r.t. different columns (e.g., lineitem is par-
titioned w.r.t. l_quantity in Q1 and w.r.t. l_orderkey in
Q3), SASPAR efficiently shares the data among different queries.

Yet another observation from Figure 6 is that the performance
of Prompt and SASPAR+Prompt is lower than other SUTs.
The reason lies behind the architecture of Prompt, which is
based on Spark Streaming [30]. Since Spark Streaming is a
micro-batch SPE, adaptive query execution is performed in a
synchronous way [31]. Next, we explain our implementation
details of SASPAR on top of Prompt.

The main idea of implementing SASPAR on top of Prompt is
derived from the adaptive query execution feature of Spark 3.x.
Although Spark tries to pipeline operators and execute them in
parallel processes, a shuffle or broadcast exchange breaks this
pipeline. These breaking points are materialization points and
are called query stages. All data is materialized after each query
stage. The subsequent stage can proceed only if materialization
is completed on all parallel stages. Similar to Spark 3.x, we
perform reoptimization at this point: collect statistics and trigger
the optimizer. Based on the optimizer result, we generate the
query execution plan for the next stage. As we can see, this
reoptimization architecture proposed by Spark 3.x and adopted in
our Prompt+SASPAR implementation, is synchronous as opposed
to SASPAR+Flink (or SASPAR+AJoin). In tuple-at-a-time SPEs,
such as Flink, special marker tuples are used to perform
operations such as reoptimization [32], checkpointing [33], state
management [34], and run-time sharing [35], asynchronously.

Figure 7 shows the event-time latency of SUTs. Event-time
latency is the interval between a tuple’s event-time and its
emission time from the SUT output operator [7]. We notice from
the figure that the average event-time latency increases with
more queries. Although AJoin’s performance is better than other
SUTs, its SASPAR-ed version has even lower event-time latency.
Also, SASPAR reduces the fluctuations in error bars for all SUTs.
These fluctuations happen mainly because of network contention
among tuples of different queries: the more tuples and queries
there are, the more contention and latency occurs. The average
event-time latency is maximal in Prompt and SASPAR+Prompt.
The reason lies in their mini-batch based architecture. Also,
latency fluctuations are maximal in Prompt and SASPAR+Prompt.
The reason is that shuffling occurs as a separate stage in these
systems. If shuffling stages overlap for multiple queries, the
latency of all tuples belonging to these queries are affected.
In tuple-at-a-time systems, on the other hand, shuffling occurs
gradually, not putting full pressure on the network.

Figure 8a shows the runtime of the SASPAR optimizer. We
give a time budget of 4 seconds to the MIP+Heuristics optimizer.
We see from the figure that the runtime of the MIP-based
optimizer increases abruptly with more partitions and query
groups. We stopped evaluating the runtime of the MIP-based
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Fig. 8: Optimization-time (a) and accuracy (b) of the SASPAR op-
timizer. Both figures share the same legend. aq bp cg means the
workload consists of a queries, b partitions, and c key groups.
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Fig. 9: Number of tuples reshuffled from partitioner’s downstream
operators to source operators with 32 and 64 partitions

optimizer after 4q 16p 64g (4 queries, 16 partitions, 64 key
groups). MIP+Heuristics-based optimizer, on the other hand,
executes all the inputs until the end. We observe that the runtime
of the MIP+Heuristics optimizer also increases abruptly for small
inputs. The reason is that the MIP+Heuristics optimizer triggers
the MIP optimizer internally with a given time budget (4 seconds
in this case). If the MIP-based optimizer cannot complete the
optimization, it returns the best result up to that point. If there
is no result found, the MIP+Heuristics optimizer applies other
rules as explained in Section 8b. We see from the figure that
the MIP+Heuristics optimizer is able to deal with large inputs.

Figure 8b shows the accuracy of the MIP+Heurisics optimizer.
We execute the MIP optimizer for all the inputs and find the
value of the objective function. Then, we calculate how much
the MIP+Heuristics optimizer approximates the optimal solution.
We see from the figure that the first (leftmost) 5 results are
accurate. The reason is that MIP is able to calculate these
results, within the given time budget. As the complexity of
inputs increases (e.g., the number of partitions, queries, key
groups), the accuracy of the results decreases. First, the decrease
in the accuracy is abrupt (e.g., from 4q 4p 64g to 4q 8p
64g). Then, the decrease in the accuracy gets smoother.

Figure 9 shows the number of tuples reshuffled back to the
source operator. Note that SASPAR performs JIT compilation of
the iterator operator. The iterator operator performs the necessary
checks to send tuples, which require re-partitioning, back to the



Fig. 10: Overall throughput of SUTs with a single query, 5
queries (5 q), 20 queries (20 q), 100 queries (100 q), and 500
queries (500 q), and 2000 queries (2000 q)
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Fig. 11: Overall throughput of SASPAR+Flink with different
triggering intervals of the SASPAR optimizer

source operator. In this figure, we show the cardinality of these
tuples. Note that only SASPARed SUTs perform reshuffling;
therefore, we include only these systems in the figure. We see
from the figure that SASPAR+AJoin deployed with 32 partitions
and SASPAR+Prompt deployed with 64 partitions reshuffle
more than other SUTs. SASPAR+AJoin reshuffles more because
its overall throughput is greater than other SUTs (Figure 6).
SASPAR+Prompt reshuffles more data than other SUTs because
the optimizer needs to wait for the stage boundary in order to
perform any action. The more time it takes for a parent stage to
complete, the more likely the optimizer’s stats will be outdated,
and more data will be reshuffled. Although SASPAR increases
the amount of reshuffled data, it decreases the data copy and
increases the network utilization significantly (Figure 6).

Figure 10 shows the overall throughput of SUTs for the
second workload (AJoin workload). We notice from the figure
that the throughput of AJoin is higher than the one in Figure 6.
Also, with more queries, the increase in throughput is more
apparent in AJoin than other SUTs. The reason is that the AJoin
workload consists of only join operators, for which AJoin is
optimized for. SASPAR+AJoin increases the performance of
AJoin by more than 2x with 500 queries and around 3x with
2000 queries. We also notice that the increase in throughput
becomes smoother for Flink and Prompt because of contention
in network resources. However, the overall throughput increase
remains steep for all SASPAR-ed versions.

Figure 11 shows the overall throughput of SASPAR+Flink
with different triggering intervals of the SASPAR optimizer.
SASPAR collects statistics until the optimizer is triggered and
sends them to the optimizer when it is initiated. As follows
from the figure, triggering the optimizer in 4 min intervals,
results in the best performance. Therefore, we utilize this
interval throughout our experiments. As the triggering interval
decreases from 4 min (to 2 min and 1 min), the performance of
SASPAR+Flink drops significantly. With more queries, the drop
is more apparent. For example, the throughput for the workload
containing 500 queries decreases such that its performance with
a 1 min triggering interval is worse than the throughput of 100
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Fig. 13: Overall throughput of SUTs with a single and two
queries (GCM).

queries. The reason is that triggering the optimizer too frequently
will result in only having collected a small amount of statistics,
which might result in unexpected performance. As the triggering
interval increases from 4 min (to 8 and 16 min), the performance
of SASPAR+Flink decreases. However, the decrease is not as
steep as the one for 4 min and 1 min triggering intervals. The
reason is that the longer the optimizer’s triggering duration
lasts, the better statistics the optimizer has; however, because
of the long duration, we may miss some optimization potential.

Figure 12a shows the breakdown of heuristic impacts over
SASPAR+AJoin’s performance. The results with different engines
were similar to SASPAR+AJoin. Here, we kept the setting
timeout (set time budget heuristics) in Algorithm 1 constant. In
order to measure the impact of each heuristics, we remove the cor-
responding heuristic from the algorithm and measure the runtime
of the optimizer. We see from the figure that with more queries,
the impact of hybrid execution, merging partitions, and tree opti-
mization increases. The reason is that with more queries, reducing
the optimization gap and merging keys are not enough. We also
conduct microbenchmarks with out ML model. Our results show
that after 250 splits, the error rate of our model goes below 10%.

Figure 12b shows the impact (in percentage) of the JIT
compilation on the event-time latency of SASPAR+AJoin,
SASPAR+Prompt, and SASPAR+Flink. We notice that the impact
of the JIT compilation increases with more queries. The reason
is that with more queries, SASPAR performs more frequent
optimizations, which results in more JIT compilations. The
impact of the JIT compilation is the highest in SASPAR+AJoin.
The reason is that the amount of JIT compilations are more
in AJoin than in other systems. Similarly, the impact of the
JIT compilation is the lowest in SASPAR+Prompt. Because
SASPAR+Prompt updates a query plan only on materialization
points, the frequency of the JIT compilation is low.

Figure 13 shows the overall throughput of queries in GCM.
Queries in this benchmark are computationally less expensive
than the other workloads, since they do not contain joins but only
a single aggregation. We can see that SASPAR’ed versions of
all systems perform better than vanilla versions. However, here,
the performance increase is not as high as in other workloads.
The reason is that in this workload there are two queries.



Therefore, sharing potential is less than in other workloads.

VI. RELATED WORK

A. Adaptive data partitioning
Micro-batch based solutions. This partitioning technique is

based on mini-batch based engines (stream data processing on
top of a batch data processing engine). It consists of two main
stages. First, the input data tuples are buffered, and statistics
are collected. Second, proposed solutions utilize collected
statistics to calculate and optimize the given parameter (e.g.,
partitioning strategy). Consistency in these solutions is based
on the micro-batch engine’s consistency model.

Abdelhamid et al. propose an adaptive data partitioning
scheme that leverages the characteristics of the micro-batch
processing model [16]. Zhang et al. use adaptive control
algorithm and statistical regression techniques to estimate the
size of blocks and batch intervals dynamically [36]. Das et
al. analyze the effects of the batch size on the performance of
streaming workloads. The authors propose a control algorithm
that adapts the batch size to the given workload [37]. Alfarra et
al. utilize machine learning algorithms to estimate the optimal
mini-batch size for a given workload [38].

SASPAR is based on a true streaming model; therefore, the
mini-batch size or the block size are not part of its parameters.
Moreover, SASPAR performs collection of statistics and adaptive
optimization asynchronously; whereas in mini-batch based
systems, the adaptive optimization phase needs to wait until the
mini-batch is finished and all worker nodes are synchronized.

Tuple-at-a-time based solutions. This partitioning technique
is based on a true-streaming model (stream data processing
on top of a stream data processing engine). The main idea is
to avoid a full synchronization barrier (similar to mini-batch
based systems) and pause the computation only for the affected
dataflow subgraph. Operators, which are unaffected by the
reconfiguration, continue without interruption.

This technique was first introduced in Flux [39] and later
adopted in various systems, such as dynamic partitioning
functions [40], StreamCloud [41], FUGU [42], Seep [22], and
Chi [43]. Balkesen et al. propose an adaptive stream data par-
titioning technique that relies on forecasting the future behavior,
queries, load (e.g., peak-rate) and external metadata [44]. Zeitler
et al. propose a set of data partitioning techniques for parallel
sliding window processing over data streams [8]. The main idea
is to partition data streams on-the-fly and in a way that respects
the natural windowing and order-sensitivity of continuous
queries. Balkesen et al. also propose a data partitioning scheme
that exploits the potential overlap of sliding-window queries [45].
The authors use a split-merge model to decide on the partitioning
decision for each stream tuple. The partitioning decision is
applied to each data stream tuple through a split-merge model.

Similar to the above solutions, SASPAR also performs on-the-
fly data partitioning. However, SASPAR avoids pausing operators.
It utilizes JIT-compiled iteration operators. Also, the above
solutions target optimizing single-query partitioning. However,
SASPAR targets optimizing partitioning for multiple queries.

B. Shared Stream Processing
Traditional SPEs are built around the query-at-a-time model.

This approach optimizes performance in a best-effort way. Un-
fortunately, the best effort approach is suboptimal for workloads

with many queries. Shared SPEs process multiple stream queries
in a shared manner: sharing data, computation, and resources.

Wang et al. propose a technique for sharing windowed
join queries that allow resource sharing among similar join
queries [46]. In addition to sharing windowed join queries, AJoin
supports ad-hoc query sharing [12]. McSherry et al. introduce
shared arrangements: indexed views of maintained state. This
arrangement allows concurrent queries to reuse the same
in-memory state efficiently [47]. Poppe et al. develop a system
that adaptively decides whether to share computations or not at
run-time [13]. Hammad et al. propose sharing stream join and
selection operators [48]. Krishnamurthy et al. develop a system
for computation sharing for windowed aggregation queries on-
the-fly [49]. Arasu et al., on the other hand, propose a resource
sharing technique for continuous sliding-window aggregates [50].

Similar to the above work, SASPAR also adopts shared
stream processing. However, SASPAR targets the sharing of the
partitioner operator. The SASPAR optimizer optimizes the shared
partitioning strategy to minimize network usage and data copy.

C. Parameter optimization in SPEs
Because of the dynamic nature of streaming workloads,

parameter optimization has been thoroughly studied. Heinze
et al. [51] propose an online parameter optimization approach.
The main objective is to minimize the number of hosts used
for the current workload characteristics. Similar to SASPAR
the authors also adopt adaptive query optimization techniques.
Hirzel et al. present a catalog of stream processing optimizations
that lays a foundation for continued research in streaming
optimizations [15]. Bilal et al. propose online parameter
optimization techniques for SPEs through data sampling
and heuristic algorithms [52]. Gu et al. optimize inter-task
relationship semantics to reduce network costs in the cloud [53].
Similar to SASPAR, the authors use MIP as part of their solution.
Similarly, Souza et al. utilize MIP to reduce the network usage
and optimize operator placement on the cloud edge [54].

Although SASPAR shares some important aspects, such as
optimizing SPE parameters on-the-fly, reducing the network
usage, and utilizing MIP, with the above related work, there are
also fundamental differences. SASPAR employs shared query
processing and focuses on reducing the data copy, optimizing the
partitioning strategy, and performing these adaptively at runtime.

VII. CONCLUSIONS

In this paper, we present SASPAR, the shared adaptive
stream partitioning framework. We analyze one of the most
costly operations in stream data processing – the partitioner
operator – and identify three main challenges: (1) data copy,
(2) suboptimal partitioning strategy, and (3) high reoptimization
latency. SASPAR overcomes these challenges by (1) optimizing
the partitioning strategy, (2) enabling adaptive query processing,
and (3) integrating with heuristics for complex workloads.

We implement SASPAR on top of three state-of-the-art SPEs:
AJoin, Prompt, and Flink, execute hundreds of stream queries,
and compare them with and without SASPAR. The results show
that SASPAR-ed systems perform up to 3x better than their
unoptimized counterparts. The design of SASPAR is applicable
not only for tuple-at-a-time SPEs, such as Flink, but also for mini-
batch based SPEs, such as Prompt. In the future, we envision to
advance and adapt the concepts of SASPAR to IoT scenarios.
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[44] C. Balkesen, N. Tatbul, and M. T. Özsu, “Adaptive input admission and man-
agement for parallel stream processing,” in Proceedings of the 7th ACM in-
ternational conference on Distributed event-based systems, 2013, pp. 15–26.

[45] C. Balkesen and N. Tatbul, “Scalable data partitioning techniques for
parallel sliding window processing over data streams,” in International
workshop on data management for sensor networks (DMSN), 2011.

[46] S. Wang, E. Rundensteiner, S. Ganguly, and S. Bhatnagar, “State-slice:
New paradigm of multi-query optimization of window-based stream
queries,” in Proceedings of the 32nd international conference on Very
large data bases, 2006, pp. 619–630.



[47] F. McSherry, A. Lattuada, M. Schwarzkopf, and T. Roscoe, “Shared
arrangements: practical inter-query sharing for streaming dataflows,”
Proceedings of the VLDB Endowment, vol. 13, no. 10.

[48] M. A. Hammad, W. G. Aref, A. K. Elmagarmid, and M. J. Franklin,
“Scheduling for shared window joins over data streams,” in Proceedings
2003 VLDB Conference. Elsevier, 2003, pp. 297–308.

[49] S. Krishnamurthy, C. Wu, and M. Franklin, “On-the-fly sharing for
streamed aggregation,” in Proceedings of the 2006 ACM SIGMOD
international conference on Management of data, 2006, pp. 623–634.

[50] A. Arasu and J. Widom, “Resource sharing in continuous sliding-window
aggregates,” in VLDB, 2004, pp. 336–347.

[51] T. Heinze, L. Roediger, A. Meister, Y. Ji, Z. Jerzak, and C. Fetzer, “Online
parameter optimization for elastic data stream processing,” in Proceedings
of the Sixth ACM Symposium on Cloud Computing, 2015, pp. 276–287.

[52] M. Bilal and M. Canini, “Towards automatic parameter tuning of stream
processing systems,” in Proceedings of the 2017 Symposium on Cloud
Computing, 2017, pp. 189–200.

[53] L. Gu, D. Zeng, S. Guo, Y. Xiang, and J. Hu, “A general communication
cost optimization framework for big data stream processing in geo-
distributed data centers,” IEEE Transactions on Computers, vol. 65, no. 1,
pp. 19–29, 2015.
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